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Preamble


In his important paper [
] of 1998, James Cimino advances a set of requirements for quality assurance of medical terminologies. While almost all of the specific desiderata Cimino mentions can be accepted without question, objections must be raised as concerns the general thesis at the core of his paper, which is that the builders of terminologies should be guided henceforth by what he calls the concept orientation. Concepts, he holds, and not expressions, should be seen as the unit of symbolic processing in the construction of terminologies. The problem is that it is by now (I hope) well established [
] that the term ‘concept’ is used in systematically conflicting ways in current work on terminologies. I will here summarize some of the reasons for this systematic misuse, and then sketch a new type of methodology for terminology work, which circumvents entirely the concept orientation while still allowing us to take advantage of a number of benefits which it is commonly held to bring in its wake. 
Cimino himself writes of a concept as ‘an embodiment of a particular meaning’, and it is in terms of meanings that he specifies three principal criteria which a terminology must satisfy: 
· its terms must correspond to at least one meaning (‘non-vagueness’)
· its terms must correspond to no more than one meaning (‘non-ambiguity’)

· these meanings must themselves correspond to no more than one term (‘non-redundancy’). 
Concepts, for Cimino, are thus something like containers that must contain exactly one meaning, while words are containers that may contain many or no meanings. Concepts would thus be analogues of WordNet’s synsets, which are collections of synonyms, defined as word-forms substitutable for each other without change of truth-value in given types of sentential contexts [
]. Unfortunately, this WordNet idea abstracts away from the fact that word-forms which are synonyms relative to some types of context are often not synonyms relative to others. And similarly: terms which are (perhaps for good reasons) declared as synonyms in one terminology may be (for equally good reasons) declared as distinct in meaning in another. Synonymy is thus not an equivalence relation, dividing up the domain of terms neatly into synsets in a Leggo-brick-like way. Rather, we should more properly conceive the matter in terms of a graph, in which word-forms are linked together by a variety of synonymy relations of different strengths and flavors. 
But there are further problems. 
Concepts understood as synsets ought, presumably, to be seen as standing in different kinds of meaning-relations, for example is narrower in meaning than, is wider in meaning than, is presupposed by, and so forth. Cimino, however, follows the usage now common in much work on biomedical terminologies and ontologies in speaking of concepts as being linked together also by ontological relations such as caused by or site of or treated with. As I am sure he would be the first to accept, however, neither meaning-containers nor sets of synonymous terms stand to each other in causal or locational or therapeutic relations. 
Moreover, what we might call the broadly linguistic view of concepts faces further difficulties when applied to the understanding of the ways the expressions in terminologies are in fact used, for example by clinicians in making diagnoses. Cimino himself refers in this connection to the concept diabetes mellitus becoming ‘associated with a diabetic patient’. Presumably, this association does not come about because the physician has the patient on his left, and the concept on his right, and decides that the two are fitted together to stand in some association relation. Rather, there is something about the patient which the clinician apprehends. Fatefully, however, like other proponents of the concept orientation, Cimino does not address this what it is on the side of the patient which would warrant the assertion that such an association object – he does not, in other words, address the issue as to what it is in the world to which concepts (or terms) would correspond. 
Concepts as Ethereal


These problematic features of common uses of the term ‘concept’ are not peculiar to the world of biomedical terminologies. Indeed they arise quite generally in fields such as knowledge representation, conceptual modeling, semantic networks and the like, where in each case concepts are called upon to perform a plurality of conflicting roles. On the one hand they are delegated to represent inside the computer concrete entities and the classes of such entities existing in reality. For this purpose it is held (erroneously, I believe) that some abstract proxy is required – some ghostly diabetes counterpart – because one cannot get the diabetes itself inside the computer. On the other hand it is held that such abstract proxies can at the same time play the role of representing the ‘knowledge’ (ideas and beliefs) in the minds of human experts. This knowledge is then itself characteristically (and again erroneously [
]) assumed to be identifiable, in some way, with the meanings of the terms such experts use. 
We know what it means to raise and answer questions about, say, a case of diabetes, or about the disease diabetes itself – we can turn towards both of these things by directing our attentions to corresponding entities in the world; we can raise the what it is on the side of the patient out of its surroundings and make it the target of our mental acts; we can concern ourselves with its traits, compare and weigh the separate views advanced by different observers. But it seems that we can do none of these things in relation to entities in the sphere of concepts. Did you examine a concept recently? Take it up from out of its surroundings? Compare the way it appears now from this side, now from that side? I think not. For concepts are characteristically not targets of our mental experience but rather something like the contents of these mental experiences themselves (or of their ghostly computational or linguistic counterparts). Concepts, in fact, are triply ethereal – existing in a different sort of denatured guise in, respectively, the machine, the human mind, and among the meanings stored in language. ‘Ethereal’ means: not the sort of thing that can be examined.
International Standard Bad Philosophy

The concept orientation in terminology work goes back at least as far as the 1930s, when Eugen Wüster began to develop his astonishingly influential theory of terms and concepts which later became entrenched as the terminology standard promulgated by ISO, the International Organization for Standardization. [
] As can be gauged by the number of influential terminologies which have since been developed in its spirit, adoption of the concept orientation was in many respects an important forward step in terminology development, in that it resolved many unfortunate features of the treatment of terms in the vocabularies of an earlier era. Most recently – as in the GALEN project and in the most recent versions of the SNOMED terminology – it has allowed the application of tools such as Description Logic to the task of formalizing concept definitions in ways that can be used for automatic processing and quality assurance. 

But, as is also clear already in the work of Wüster, there are a number of problems with the concept orientation. Wüster himself defended not a linguistic but a psychological view of concepts, which he saw as mental entities, sometimes writing as if, in order to gain access to concepts, we would need to gain access to the interiors of each other’s brains:

If a speaker wishes to draw the attention of an interlocutor to a particular individual object, which is visible to both parties or which he carries with him, he only has to point to it, or, respectively, show it. If the object, however, is in another place, it is normally impossible to produce it for the purpose of showing it. In this case the only thing available is the individual concept of the object, provided that it is readily accessible in the heads of both persons. [
]
A concept, for Wüster, is an element of thought. An individual concept is (he says) a mental surrogate of an individual object; a general concept a mental surrogate of a plurality of objects. [5] General concepts thereby reflect similarities which human beings are able to establish through their sensory and other types of experience. Concepts are human creations, arising as the cumulative reflection of arbitrary choices made by humans in grouping objects together in virtue of the various kinds of similarity relations in which they can be seen as standing to each other by different groups of subjects. 
Such similarities are reified as what Wüster calls characteristics. In some passages Wüster seems happy to identify such characteristics with properties on the side of the objects themselves. In other passages, however, he identifies characteristics as further concepts, so that, again, they would exist in the heads of human beings. [5] This uncomfortable straddling of the realm of mind (ideas and meanings) and world (objects and their properties) shows up also in Wüster’s treatment of the extension of a concept, which he variously defines as ‘the totality of all individual objects which fall under [a given] concept’ and as ‘the totality of all subordinated concepts’. Thus on the one hand the extension of the concept pneumonia would be (say) the totality of cases or instances of pneumonia; but on the other hand it would be a collection of more specific concepts (bacterial pneumonia, viral pneumonia, mycoplasma pneumonia, interstitial pneumonia, horse pneumonia, and so on). 
Wüster’s unclear demarcation between the realm of objects and the realm of concepts is reflected also in his definition of ‘object’ as ‘anything to which human thought is or can be directed,’ a definition which has been given normative standing through its adoption in the relevant ISO standards, which similarly define an object as ‘anything perceived or conceived’, stressing thereby that ‘object’ can embrace not only the material but also the immaterial, not only the real but also the ‘purely imagined, for example, a unicorn, a philosopher’s stone or a literary character’ [
]. With this, ISO undercuts any coherent science-based view of the relation between concepts and those objects which form their extensions in reality. Indeed its definition of ‘object’ would seem to imply that the extension of the concept pneumonia would include not only your and my pneumonia but also, for example, cases of unicorn pneumonia, of pneumonia in Russian fiction, and of lobar pneumonia in left middle lobe of lung.
Castles in the Air
To the degree that concepts and objects so conceived serve as the focus of attention in terminology work, to that degree also will theories be developed which are shorn of the normal controls of empirical research. An example of what I have in mind is provided by the paper “Representing Thoughts, Words, and Things in the UMLS” [
], in which Keith Campbell, Diane Oliver, Kent Spackman and Edward Shortliffe present their account of the status of the Unified Medical Language System in current terminology work. The UMLS, as is well known, gathers into a single compendium concepts and terms from different vocabularies, with the goal of creating ‘unified meaning’ across terminologies, in the hope that this might lead to something higher. 

The problem is that the UMLS does this even where the terms derived from separate source terminologies clearly have different extensions in this, the actual world, as for example when it assigns the same concept unique identifier (CUI) to ‘aspirin’ and ‘Aspergum’. The thesis of “Representing Thoughts, Words, and Things” is that there is some possible world – the authors cite in this connection the work of Leibniz – in which ‘aspirin’ and ‘Aspergum’ would refer to one and the same thing. Of course, as the authors admit, 

many clinicians would not regard different formulations of aspirin ... as interchangeable concepts in the prescriptions they write. Although aspirin may be an abstract concept, Ecotrin and Aspergum have specific formulations (extensions) in our corporeal world, and use of those particular formulations is subject to different indications, mechanisms of therapy, and risks to the patient. Clearly then, in at least a pharmacy order-entry system, any extensional relationship that was used to determine allowable substitution of pharmacologic formulations would need to have different relationships (representing a different Possible World), than the one currently embodied within the UMLS. However, for a system primarily concerned with the active ingredients of a drug, such as an allergy or drug interaction application, the Possible World embodied in the UMLS may be optimal.
8But in what sense is the world thus defined possible, given that it would have to be governed by laws of nature different from those in operation here on earth? The answer is that it is possible, at best, as an artifact inhabiting that high-plasticity conceptual realm that is postulated by Wüster and his colleagues, a realm in which aspirin itself ‘may be an abstract concept’. [] refers to the UMLS correspondingly as an ‘artificial world’, as contrasted with what the authors call ‘our corporeal world’. This artificial world, they then assert, can provide ‘a link between the realm in which we live and the symbolic world in which computer programs operate.’
We have, accordingly, three worlds:
1. the possible (‘artificial’) world which is the UMLS

2. the ‘symbolic world’ in which computer programs operate

3. the ‘corporeal world’ in which we live.
How can world 1. link worlds 2. and 3. together? The answer, surely, must involve some appeal to the extensions of the relevant concepts, understood as collections of the individual objects (actual patients, actual pains in actual heads, actual pieces of Aspergum chewed) in the corporeal world. As the authors themselves point out in regard to the terms existing in source terminologies:

On the one hand there are the physical objects to which [an expression like ‘aspirin’] refers (the expression’s extensional component) and on the other there are the characteristic features of the physical object used to identify it (the expression’s intensional component).
When it comes to the UMLS itself, however, this traditional view of extensions is transcended, in favor of another view according to which (if we have understood our authors correctly) the extensions of the concepts in the UMLS would be conceived as sets of the concepts which we find in the pertinent source terminologies:
the developers [of the UMLS] collected the language that others had codified into terminologic systems, provided a framework where the intension (connotation) of terms of those systems could be preserved, and unified those systems by providing a representation of extensional meaning by collecting abstract concepts into sets that can be interpreted to represent their extension. 
Our authors then assert that:
These extensional sets are codified by the Concept Unique Identifier (CUI) in the UMLS. We argue that the “meaning” of this identifier is only understandable extensionally, by examining the characteristics shared by all abstract concepts linked by a CUI.
It is then hard to resist the temptation to conclude that for them ‘extension’ means, here, what is elsewhere called ‘intension’ – it pertains to the characteristics of the corresponding concepts, albeit characteristics which are bundled together in reflection of the way in which the UMLS itself was constructed. (As the authors themselves proclaim in the motto to their essay: “When I use a word ... it means just what I choose it to mean – neither more nor less.”) 
By remaining, thus, with intensions, however, the UMLS is cut off from fulfilling its purpose of providing a link between the symbolic dimension of computer programs and the real world of objects out there in the world. For how do we get to know what the pertinent characteristics are, for any given UMLS CUI, which are shared in common by its constituent abstract concepts? The answer given by our authors is as follows:
When developers of source terminologies developed their systems, they had very specific thoughts about what the individual terms ‘meant’ (in the intensional sense) with respect to the terminology they were developing and the human beings who would interact with those systems. Although we cannot directly know what was in the minds of the developers of the source terminologies, the UMLS developers have used clues embodied within the sources to try to infer what those thoughts were and to try to codify those thoughts within the UMLS.
The problem is that one often cannot grasp what the developers of the source terminologies for the UMLS had in mind just by looking at the constituent terms. Because we cannot – à la Wüster – climb into the brains of these developers, we need to tease out the information we need from the clues which they have left behind – following a methodology which recalls the work of the Renaissance iatrophilologists, who sought to further medical science by writing philological commentaries on the medical and botanical writings of the ancients.
 Thus in ICD-10 we have “C75.0: parathyroid gland”, a term which on the face of it belongs to the domain of anatomy. However, the associated term C75 reads: “malignant neoplasm of other endocrine glands and related structures”. Thus what the developers of ICD-10 really had in mind, with C75.0, is “malignant neoplasm of parathyroid gland”. In building UMLS, its developers accordingly made sure that C75.0 would be linked to the UMLS CUI that stands for “malignant neoplasm of parathyroid gland” and not to the UMLS CUI for “parathyroid gland”. 
This brings the advantage that there is less likelihood of confusion brought on as a consequence of the bad term formation principles used in some source vocabularies. At the same time, however, it invites the demand for some indication as to how the practitioners of the methodology are to tell the difference between ‘clues’ which reveal what the developers of source terminologies ‘had in mind’ and those other aspects of their thinking which are reflected in bad term-formation principles. The text of [8] gives us little help in this regard. The clues from which we are allowed to infer what the developers of source terminologies had in mind, we are told,
take several forms: the term used by a source to describe the thought; the synonyms used by a source to describe other statements that its developers considered equivalent to the thought; and any formal or informal relationships used by the developers to relate terms within the terminologic system to one another. Some of the informal relationships had to be inferred [by the developers of the UMLS] from processing the typesetting tapes for a particular source, using constructs such as how many tabs appeared before the word, whether the word was in bold or italics, and what page of the printed book the word occurred on.
It is tempting to caricature this proposal as consisting in the thesis that we learn the meanings of the terms in the UMLS by examining old typesetting tapes. While this is not quite fair, it still invites the challenge to provide a more forward-looking regime for the management of resources like the UMLS and its constituent source terminologies, a regime under which actual cases, entities in corporeal reality, the what it is on the side of the patient, would play a consequential role. 
Another Path: How and Why Medical ‘Concepts’ are Introduced?

In hindsight we can see that, with their talk of the UMLS as building a bridge between computers and corporeal reality, Campbell, Oliver, Spackman and Shortliffe have projected on to the UMLS a goal more ambitious than that which it was really intended to serve. Its actual goal was that of finding ‘unified meaning’ across terminologies. This weaker goal has proved unrealizable, for the same reason that the concept orientation in general is unrealizable (though there may be some practical value in its imperfect realization, for example in expanding the number of synonyms that can be used to find a target term in a specific terminology). We are still free, however, to readdress the more ambitious goal – of building a bridge between computers and corporeal reality – not least in light of the fact that, with the ineluctable expansion in the use of computers in clinical care, the realization of this goal becomes ever more urgent. 
But how to build this bridge? Attempts to answer this question, I want to suggest, have been led astray thus far by the all-pervading assumption that it is in terms of the concept orientation that such answers are to be provided.
The currently predominant approaches to terminology development have in common that they are top-down (word-to-world) approaches: it is concepts (meanings, words, terms, ideas, information, content) which wear the trousers, and the real-world phenomena to which such concepts relate receive correspondingly short shrift. We owe the predominance of this top-down approach to a peculiar constellation of forces which has too long dictated the rules of play in the terminology domain, above all: 
(i) the needs and expectations of computers and of programmers (and of the third-party payers who are the principal customers for coded clinical data), 
(ii) Wüsterianism and the ISO terminology standards, 
(iii) a variety of other hold-overs from an earlier era when an “electronic dictionary” just meant a dictionary whose pages are readable on a computer screen. 
Clinicians, on the other side, who one might imagine to be the natural supporters of a bottom-up approach which begins with actual clinical cases, have made their voice too little heard in counteracting these forces.
To bring about the needed counteraction, we need to turn the concept-based approach on its head. We need to begin, in other words, not with terms, concepts, meanings, ideas, and typesetting tapes, but with what the physician is confronted by at the point of care, namely instances in reality (patients, disorders, treatments), and to build up to terminologies from there (thereby attempting to secure the establishment a seamless link between terminologies and the clinical record). 
The (very simple) logical resources for referring to real-world instances and for relating such instances to the general terms used in terminologies have been present since Frege’s invention, in 1879 [
], of the logic of quantifiers, which has constituted the standard in formal logic ever since. Unfortunately Wüster, in laying down the central principles of the ISO standard for terminologies adopted, not the Fregean logic (with which he would have been familiar through his association with the logical positivists of the Vienna Circle), but rather an older, and much weaker, ‘concept logic’ initiated by Aristotle and still propagated in the work of Kant, in which real-world objects play no essential role. Concept logic deals, as its name implies, with relations between concepts (roughly: the meanings of predicate expressions), and it does this without any concern for the underlying instances (i.e. for the individuals falling under concepts). It deals exclusively with child-parent and in more recent work with partonomic and other so-called ‘associative’ relations between concepts. It is this same concept logic which underlies also the various formally very weak ‘semantic networks’ constructed in the AI field from the 1970s onwards. The formally more powerful Description Logics, which grew out of the recognition of the weakness of the semantic network-based approach, are squarely within the Frege tradition, and thus they, too, have some of the resources needed to deal with reasoning about the what it is on the side of the patient. Unfortunately, however, while extensions of concepts do indeed play a role in the DL world, such extensions are not identified as collections of real-world instances of the sorts encountered, for example, in clinical practice. Rather, work within the DL community has been focused on mathematical proxies for such collections, which is to say on artificially constructed models, which are created ad hoc, not for the ontologist’s practical purposes of relating a terminology to instances in reality but rather for the logician’s technical purposes of testing consistency and other properties of logical systems. 

Back to Reality
The just-mentioned programmer/ISO/dictionary-maker influences have kept instances in reality at arms length in the work of terminologists and of those engaged in knowledge representation and reasoning, ‘conceptual modeling’, and so forth. How, then, shall we find our way back to the world of real-world instances? Consider, first of all, what happens when a new disorder first begins to make itself manifest. Slowly, through the official and unofficial cooperation of the physicians and other observers involved, a view becomes established to the effect that a certain family of cases, manifesting a certain newly apparent constellation of symptoms, represents instances of a single universal or kind. This universal itself is at this stage still hardly understood. (Something similar arises when a new disease, or virus, or gene is discovered, or a new kind of biochemical reaction in the cell.) There arises now the need for a new term to refer to the newly visible family of cases, and eventually those involved will come to an agreement to use from here on (1) this term for (2) these instances of (3) this kind. 
Against the background of the concept orientation, however, there is introduced also: (4) a new concept, together with (5) an intensional definition. If (4) is simply a WordNet-style synset, a handy shorthand for referring to terms synonymous with the selected term in different natural languages, and if definitions under (5) are promulgated only after the point where the corresponding instances and universals are properly understood, then little harm is done. Responding, however, to the edicts of ISO (and of healthcare messaging and W3C-style standards bodies), terminologists are encouraged to see themselves as exploring, not the realm of instances and universals in reality, but rather the special (and as we have seen especially ethereal) ‘realm of concepts’. Concepts and definitions begin thereby to acquire a life of their own; terminologies are regimented by taking concepts as benchmark, rather than by reference to universals in reality. 
Recall that concepts, according to the ISO-Wüster paradigm, are formed when we identify the properties/characteristics given objects share by perceiving similarities between them. We know what concepts are, on this view, by grasping the characteristics shared in common by similar objects, characteristics which are joined together in intensional definitions. This account works well in the area of woodworking equipment, where Wüster worked out his ideas on concepts and definitions (though it does not work well if the domain of objects is conceived, ISO-style, as including also immaterial woodworking equipment). It works well, too, in a domain like chemistry, for molecular structures can indeed be precisely defined. Unfortunately however it confronts an obvious problem in the domain of medicine. For there we often have to deal with entities of a universal which manifest very few characteristics identifiable in encounters of similars (consider, for example, an embryo in the successive phases of its development), and certainly insufficiently many such characteristics to allow definitions of corresponding concepts. 

The definition of a term ‘p’ is a list of characteristics constituting necessary and sufficient conditions for the correct application of ‘p’. For many medical terms, however, only some small number of necessary conditions have thus been identified. Yet even in those cases a definition is sometimes created from out of the air, often simply by permuting the constituent words of the term to be defined. Such definitions then sometimes start to be taken as descriptions of what the corresponding entities in flesh-and-blood reality ought to be (of what they are agreed upon to be) – rather than as expressions of (partial and still amendable) views of what they actually are and thus as provisional expressions of the real-world conditions under which it is appropriate to use a given term. It is as if SARS is defined as: severe acute respiratory syndrome, when in fact SARS is rather: this particular severe acute respiratory syndrome first identified in Guangdong, China in February 2002 and caused by instances of this particular coronavirus whose genome was first sequenced in Canada in April 2003. 

Where intensional definitions are erroneously allowed to take the place of such instance-based specifications, the relation to real-world instances is obscured; we are encouraged, rather, to be content with access only to the abstract nodes in the ethereal realm of concepts. This development is then reinforced still further by the fact that concepts and definitions are seen as something that can be stored electronically and as being ideally suited to serve as units for symbolic processing (a fact which goes hand in hand with what often turn out to be erroneous expectations as concerns the powers of software to detect and eliminate errors in terminologies [
]).
But in fact, of course, the provision of intensional definition reflects the ideal case only. So many of the concepts in systems like SNOMED-CT remain undefined [
] because in this, the real world of real instances and of real and pervasive clinical ignorance, it has often been found impossible to reach agreement on definitions. 
Consider once more our scenario concerning the way in which medical terms are introduced into language. Such terms reflect entities in reality at the level of clinical universals for which we initially have access to only a small fraction of the relevant biological or clinical marks or symptoms. Terms for disorders, above all, are almost always introduced not because we have a clear definition reflecting known characteristics, but because, again, we have a small list of necessary conditions together with a pool of cases out there in the world. While the instances in this pool and certain patterns of irregularities (deviations from the norm) which they exemplify, are well known to the corresponding physicians, the universal which they instantiate is unknown – and the challenge is then to solve for this unknown. (Compare the way in which astronomers postulated an unknown heavenly body (later identified as Pluto) in order to explain irregularities in the orbits of Uranus and Neptune.) We shall see that three different kinds of solution then present themselves: the cases in the pool are (i) instances of exactly one universal, (ii) instances of more than one universal, (iii) instances of no universal at all.
Down with Concepts
Many medical terms are introduced and used before their users have any clear understanding of what they mean and thus before any intensional definition can properly be formulated. While in regard to each individual case, the user of the term may know precisely what he is referring to – he can point to it in his lab or clinic – it is difficult to convey this to others. Users have in each individual case a clear understanding of what the term designates in reality but only at the level of instances and not yet at the level of universals. 
The terminologist seeks to plug this gap by aligning, instead, on concepts. Where a universal has not yet been identified, he postulates a concept instead. Indeed, because there are sometimes difficulties in grasping the universals in reality to which our general terms refer, he responds by seing to it that every general term ‘p’ will have a precisely tailored referent, called ‘the concept p’, a referent which is guaranteed to exist (albeit only in the ethereal realm of concepts) even when the term in question has no application to either universals or instances in reality. This, however, is a suspiciously easy ploy, which seems to have all the advantages of theft over honest toil, and it amounts to the abandonment of the goal of coming to grips with reality (this corporeal world) and substituting instead the much more easily attained goal of grasping conceptual entities that we ourselves have created. 
One reason to be suspicious of the conceptualist approach is that it makes the task of building a terminology appear suspiciously easy to complete: thus if a terminology captures our consensus concept of, say, HIV-AIDS, then, so long as this concept does not change, the terminology remains correct even if the corresponding universal has in fact evolved as it were behind the scenes in such a way as to be replaced by two distinct universals. This throws new light on one Cimino desideratum, that of concept permanence: the meaning of a concept, once created, is inviolate. For it reminds us that to create a terminology which satisfies this desideratum is of course precisely a difficult task – difficult because it involves matching up terms not with the concepts which human beings happen to have at their disposal at some given stage in the advance of science, but rather with those concepts which match up as closely as possible with the way the world itself is. And in those domains where the world itself is changing, the desideratum of concept permanence must itself be rejected.
Cimino’s desiderata of non-vagueness, non-ambiguity, and non-redundancy can in this respect be seen as an attempt to reign in those proponents of the concept orientation who would interpret it as sanctioning the introduction of concepts in unconstrained fashion. Unfortunately he does not go far enough, since he insists only that there be a one-one correspondence between preferred terms and concepts. Better, would be to have propounded the view that the sought-for one-one correspondence should obtain between preferred terms and universals or kinds in reality. There is however a still better way. Concern with concepts has too long drained energy away from concern with universals and instances. Let us therefore advance to a new level, which conforms more closely to the needs of evidence-based, patient-centered medicine, by avoiding entirely the detour through concepts and by starting out rather from the universals in reality, universals which are known extensionally from the very beginning. 
Tracking Referents 
We distinguish, first of all, two interrelated sorts of biomedical knowledge: general knowledge recorded in the textbooks of biomedical science, and particular knowledge recorded in clinical records. More precisely (since of course some of what is recorded in textbooks and in clinical records will at any given stage reflect not knowledge but rather false belief), we have two collections of assertions deriving respectively from scientific texts and from clinical records. Assertions in the first group pertain to generals, to universals in reality, which is to say to those invariants (kinds, types, patterns) in virtue of which we are able to describe multiple particulars using one and the same general term. Assertions in the second group pertain to particulars or, in philosopher-speak, to instances. If a particular tumor in John’s lung is an instance of the universal tumor then it is in relevant respects (to be more precisely specified for each type of universal [
]) similar to other tumors. 
Universals are invariants in reality. It is the existence of such invariants which makes possible the use of general terms in scientific inquiry and the use (and existence) for example of standardized therapies in clinical care. Each terminology represents in its domain the universals about which the consensus of researchers believes itself to have gained knowledge at the stage when the terminology is created. Note that this is distinct from a representation of concepts; indeed there will at any given stage be many concepts used in each domain of science in relation to which the consensus view is that they do not correspond to universals in reality. (Science, we must at every stage remember, is not an exploration of the realm of concepts in our heads, but rather of the reality out there.)
The collection of instances of a given universal is, in traditional philosophical terminology, referred to as the extension of that universal. If universal A stands to universal B in an is_a relation, then the extension of A will be included in the extension of B. (We here leave aside the factor of time; for details see [
].)
That extensions have thus far received less than their due is a consequence not only of the forces of Wüsterianism detailed in the above but also of the fact that electronic health record (EHR) architectures have thus far done a poor job in documenting the corresponding instances. Each terminology comprehends within its domain a wide variety of different kinds or categories of universals. SNOMED-CT, for example, comprehends universals in the realms of disorders, symptoms, pathological and non-pathological anatomical structures, acts of human beings (for example anesthesizings, observings), biological processes (disease pathways, processes of development and growth), and more. In each case we have some corresponding what it is on the side of the patient which instantiates the universal in question, but the latter have received short shrift in EHRs thus far, where it is patients alone, as far as instances are concerned, which are explicitly recorded.  
More precisely, most existing systems for keeping track of clinical phenomena allow just two sorts of direct reference to particulars in reality: (i) via designation of human beings (patients, care-providers, family members) via proper names or via alphanumeric IDs, and (ii) via designation of the times at which actions are performed or observations made. [
]
The limited repertoire of types of direct reference to what is particular means for example that no adequate means is available to keep track of one and the same particular (for example a specific wound or tumor) over an extended period of time. When interpreting health record data, it is correspondingly difficult to distinguish clearly between multiple examples of the same particular and multiple particulars of the same general kind. [11] The same limitation also places obstacles in the way of drawing inferences from the existence of different instances of the same clinical universal in different patients [
].
In present EHR regimes when the need arises to refer in different contexts to some single particular as it exists at different points in time, each such reference must be created anew, via some combination of general terms and designators for persons and times, for example in expressions like: the fever of patient #1001 observed by physician #4001 at time #9001. Unfortunately, the need to use such composites creates logical obstacles to cross-referencing and thereby also to information extraction and to reasoning about the corresponding entities in software systems. (Imagine a regime for reasoning about human beings in which almost all human beings could be referred to only by means of expressions like patient in third bed from the left in, or third stablehand in the manor of the deputy lord lieutenant for the county of Nottingham.) The use of such compound referring expressions makes the corresponding instances invisible to reasoning systems. To make them visible, and to give extensions in corporeal reality their due in the creation and use of biomedical terminologies, we need to create a regime in which explicit alphanumerical IDs – the analogues of proper names – are automatically assigned in the course of data entry to each individual real-world entity at the point where it first becomes relevant to the treatment and care of a given patient [12]. Such IDs would be assigned, not just to each particular patient, but to instances of universals in all the diagnostically salient categories recorded in a clinical record. In this way we can do justice to the what it is on the side of the patient for example by recording different views of instances of disorders; where physician A writes ‘tumor’, and physician B writes ‘CAAA12’, the use of instance IDs allows it to be made clear also inside the computer that both physicians are referring to one and the same particular entity.
Terms Aligned with Universals
We can now, against this background, describe a regime for terminology work based on the idea that terms should be groups into synsets not on the basis of their relation to putative concepts, but rather on the basis of their alignment with universals and with the corresponding instances in reality.
Gaining knowledge of concepts is, as we have seen, in a certain sense a trivial matter. Gaining knowledge of universals in the domain of biomedicine is, in contrast, fraught with familiar difficulties (some of them outlined in [
]) – to the extent that we will need, in what follows, to take account of the fact that not only terminologies but also (and in consequence) the clinical records coded with their aid are subject to constant revisions. Each terminology, like each clinical record, is at every stage a work-in-progress, reflecting the beliefs (not, as is commonly said, ‘knowledge’) held at that stage in the development of biomedicine about entities in reality and about how they are to be classified as instances of universals. 
Note that this recognition of fact of constant revision on both terminology and EHR levels is perfectly compatible with the realist view (which also underlies the methodology of modern science) according to which the vast (the settled) majority of the beliefs expressed in (for example) biomedical texts are true. It is compatible, too, with the assumption that the vast majority of assertions captured in clinical records are true. 
It is also compatible with another (surely also correct) view according to which the sum total of true beliefs of both kinds is constantly increasing – that there is, in biomedicine, a broad cumulation of knowledge. Mixed in with this knowledge, however, is an admixture of false beliefs. In virtue of this crucial factor, not all the terms in our terminology will refer to any universal, and some will refer ambiguously to what is in fact a plurality of universals. The favored solution to this problem among terminologists consists in retreating to the goal of aligning terms with concepts in accordance with the Cimino desiderata listed above. If, however, we hold on to the more serious goal of aligning terms with universals, then we must conclude that the counterparts of these desiderata:
· each preferred term in a terminology must correspond to at least one universal (‘non-vagueness’)

· each term must correspond to no more than one universal (‘non-ambiguity’)

· each universal must itself correspond to no more than one term (‘non-redundancy’). 

are strictly speaking unrealizable. Certainly they are not realizable by any terminological adjustments motivated by merely by issues of meaning and language. Rather, these three desiderata need to be accepted as long-term goals, to the ever closer but never quite complete realization of which terminologies are forever condemned – as they are condemned also to follow in the coat-tails of those engaged in empirical research working with patients in reality and seeking to improve our knowledge of biomedical universals of different sorts, including our knowledge of the kinds of disease pathways and therapies.
Matters are complicated further by the fact that, in addition to the normal processes of growth and revision of knowledge, the domain of biomedical universals is itself subject to a constant process of growth and revision, with new variants, new varieties of combinations and of mutual effects, arising with the passage of time, and with some universals going out of existence (in part in reflection of progress in medical science) in ways which can lead to revisions also in our assessment of what the instances are which exist at any given stage. 
For all of these reasons an adequate regime for terminology work and for clinical coding must keep track of time in two different ways, so that changes in reality and changes in our beliefs about reality can be monitored independently. We can track entities in reality by indexing with times; we can track terminologies (which here go proxy for our beliefs), by means of version numbers. The relative independence of these two dimensions is then seen, for example, in the fact that we can in principle direct a version of a terminology created today to the task of classifying or reclassifying instances existing a week or a decade ago. 
Terminologies Consist of Terms
We can now define a terminology as a graph-theoretic object consisting of nodes joined together by links, the whole indexed by version number. More precisely, a terminology is an ordered quadruple:
T = <N, L, v>

where:

N is a set of ordered triples <p, Sp, d>, called nodes, with p a preferred term (a certain uniform string of characters), Sp is a set of synonyms of p, and d is an (optional) definition (another, more complex kind of string),
L is a set of ordered pairs <r, Lr>, called links, consisting of a relation designation (‘is_a’, ‘part_of’, etc.), together with a set Lr or ordered pairs <p, q> of those preferred terms for which ‘prq’ represents a consensus assertion of biomedical science about the corresponding universals [14] at the time when the given terminology was prepared,
and 
v is a version number. 
In a fuller version of these ideas we would need to do justice to the relations between definitions in N and the relational assertions (above all assertions of is_a relations) in L. For present purposes we can ignore these factors, and ignore also the role of synonyms. 
Note that the variables p, q, … here range over syntactic entities (roughly: strings of characters in some more or less regimented language). The concept orientation consists, on one reading, in the view that these variables should be seen as ranging over concepts, on the basis of the assumption that to each term in our vocabulary there is a concept to which it corresponds. (Terms can bow off the stage in favor of the concepts which are or ought to be the principal actors in terminologies.) On our realist approach, in contrast, a treatment along these lines is impossible, since some substitution instances for p, q ... will correspond to no universal in reality (and thus, like ‘unicorn’ or ‘phlogiston’ they are empty names; they correspond to nothing at all). Other such substitution instances will correspond to too much. We need to take both these alternatives into account when we consider how the whole terminology T = <N, L, v> approximates to the intended analogous structure of universals in the corporeal world. 
In the ideal case we would simply associate N in one-one fashion with some corresponding set U of the universals designated by its constituent nodes. In really existing terminologies, however, we fall short of this ideal in the three ways identified in the non-conceptualist counterparts of Cimino’s criteria of non-vagueness, non-ambiguity, and non-redundancy listed above. Each really existing terminology is an imperfect creation. This means (roughly, and for our present purposes) that at any given stage its preferred terms will be divided into three groups:

N = N1 ( N> ( N<, 

where N1 consists of those preferred terms in N which correspond to exactly one universal, N> of those preferred terms in N which correspond to more than one universal (in various combinations), and N< of those preferred terms in N which correspond to less than one universal (in the simplest case: to no universal at all). 
The assumption is that, with the passage of time, N> and N< will become ever smaller, so that N1 will approximate ever more closely to N (though this assumption must be qualified in reflection of the fact that, as already noted, the totality of universals will itself change with the passage of time). 
What do we know about the distribution of terms between the three classes N1, N> and N<? First, our knowledge of the successes of medical science tells us that N1 constitutes a very large portion of N when taken as a whole (N, remember, is a collection of terms already in use). At the same time however our knowledge of the ways individual flaws become manifest in specific terminologies gives us strong reason to be believe that we still have a considerable way to go before N> and N< can be made to disappear. 

At all stages prior to the longed-for ideal end to our labors, we will not know where the boundaries are precisely to be drawn between N1, N<, and N> – that is, we will not know which portion of N consists of the high value N1-type terms. The reason is clear: if we did know where this boundary is to be drawn, then we would already have the resources needed to expand the size of N and thus to move it to a different position. 
It is N, after all, and not N1, which represents, our (putative) consensus knowledge of the universals in the relevant domain of reality at any given stage. Thus the whole of N is, as far as the developers and users of a given terminology are concerned, such as to consist of names of universals. (He here assume without comment that the authors and users of terminologies have cast off their conceptualist blindfolds and have come to recognize that the goal of terminology work is to regiment our use of language in such a that the general terms of scientific discourse become aligned to universals in reality). (Notice how confusion here is fostered by the common use of the term ‘knowledge’ for example in expressions like ‘knowledge representation’ to mean what is more properly called ‘true or false belief’. The terms in N< and N> reflect precisely the absence of knowledge.)
But if we do not know how the terms are presently distributed between the three groups, then does this mean that the distinction between N1, N<, and N>, is of purely theoretical interest – a matter of abstract (philosophical) housekeeping but of no concrete significance for the day-to-day work of terminology development and application? Not all all. For recall that we will typically have at our disposal not just one version of a terminology, but a whole, developing series. In uncovering errors immanent to terminologies themselves, we thereby uncover terms which must be classified as belonging to N>, and thus excluded from future versions of the terminology. 
By calling in aid the machinery of instantiations of terminologies, however, we will be able to create locally our own alternative developing series in order to test out alternative hypotheses regarding how to classify given particulars – for example symptoms – as instances of given universals (for example of types of disorders). For even before we reach the point of authorizing a change in a terminology, our referent-tracking machinery for reasoning with the extensions of universals will give us the facility to experiment with different scenarios as concerns the division between N1, N<, and N> in ways which may, we believe, contribute not only to the advance of biomedical knowledge itself but also to the process of diagnosis.
Experimenting with Terminologies

To see how this might go, we first define an instance vector as an ordered triple

<i, p, t>
consisting of an instance ID i [16], a preferred term p in a terminology, and a time at which the particular designated by i is asserted to be an instance of the universal (if any) designated by p (the variables i, ... and p, ... range once again over strings in a regimented language).
IDs in our inventory will already have been associated at the point of entry into the EHR with preferred terms from our terminology. For example the EHR will contain the assertion that tumor instance #5001 is associated with the SNOMED-CT code for glomus tumor (morphologic abnormality). 
For a given set D of instance IDs (gathered for example by a single healthcare institutions in a given period), we define an instantation It(T, D) of a terminology T = <N, L, v> as the set of all instance vectors <i, p, t> for i in D and p in N. We can also define for each term p in T its t-extension It(T, D)(p) as the set of all instance identifiers i for for which <i, p, t> is included in It(T, D). The t-extension then goes proxy for the extension of the universal (if any) designated by p in the particular domain of reality selected for by D.
For each term p we can now subject its t-extensions for different values of D and t in order to determine statistical patterns of different sorts, taking into account also, for each i, the other instance vectors in which i is involved. Three alternative scenarios then exist, according to the status of each preferred time p in relation to the world of actual facts (the world which serves as standard for the truth and falsity of our assertions):
1. p is in N1(there is a single universal designated by p): in this case the instances in It(T, D)(p) manifest a common invariant pattern 
2. p is in N> (p comprehends a plurality of universals e.g. in a manner analogous to the term ‘diabetes’): in this case the instances in It(T, D)(p) manifest no common invariant pattern, but they (or the bulk of them) can be partitioned into some small number of subsets in such a way that all the instances in each subset do instantiate some common invariant pattern,
3. p is in N> (p comprehends no universals): in this case the instances in It(T, D)(p) manifest no common invariant pattern and there is no way of partitioning them (or the bulk of them) into a combination of one or a small number of subsets in such a way that all the instances in each subset instantiate such a pattern.
We make a number of simplifications here. Thus we assume that the range of quantification over times is local, so that we can abstract away from mutations in the universals themselves. We also abstract away from oppositions such as that between normal (canonical) and pathological instances. These could be dealt with by associating terms not just with their extensions in the proper sense of the word (as sets of instances), but also with relevant sub-extensions (as we can associate terms for example with sets of instances at given times, or in given geographical areas, or at given stages in the development of the organism).
Reasoning with Instance Identifiers

To see how we might make practical use of these ideas, we need to imagine a future world of sophisticated electronic health records in which instances in all clinically salient categories are tracked by means of alphanumeric identifiers assigned automatically at the point where they become salient to the clinical record of each given patient. Each such ID would be associated with a vector comprehending both relevant assignments of preferred terms in one or more terminologies and also cross-references to the identifiers assign​ed to those other particulars (including the relevant patients) with which the entity under scrutinity is related (for example in the ways catalogued in [14]. Coordinates in the vector would include also the measured values of medically salient attributes such as temperature, weight, etc., as well as gene expression and other bio-assay data (for instance combining molecular imaging with clinical radiology), each coordinate being indexed by time of entry, source, and estimated level of evidence. 
This system of vectors can first of all be used for purposes of quality-control of terminologies (and for purposes of automatically generating improved versions of terminologies). For any given preferred term p we gauge whether p is in N1, N> or N< by applying statistical measures to the similarities between the vectors associated with each of the members of relevant instantiations Itp. If, for example, the measure of similarity between such vectors is both roughly similar for all members of Itp and also roughly constant across time when measures are applied to instances for which we have similar amounts of data of similarly high evidence-value, then this constitutes strong evidence for the thesis that p is in N1. If, on the other hand, we find high similarity for some disorder term before a certain time t but much lower degrees of similarity after some later time t+, then we can hypothesize that the relevant disorder has itself undergone some form of mutation, and we can experiment with repartitioning the sets of instance IDs available at later times in such a way as to reach once again those high levels of similarity which are associated with the N1 case. 
In the ideal case, a terminology would provide not merely the resources for assigning preferred terms for universals to the corresponding instances in reality, but also a perspicuous map of how these universals themselves are related together in reality. A terminology so constituted would support reasoning about these instances because it would mirror how they themselves are related together. As is well known, however, one often cannot use the relational assertions incorporated within terminologies like SNOMED-CT to support inferential reasoning of this sort. Given sufficient amounts of accumulated instance data, the system described could be used to overcome this problem by controlling and correcting SNOMED’s treatment of relations on the basis of statistical analyses of the corresponding associations between its terms as realized on the instance level. 
Conclusion

Revisions of terminologies on the basis of statistical techniques along the lines described will in due course spawn, in the opposite direction, revisions of the information associated as vectors to each of the relevant instance IDs, for example when we discover that a given disorder term has been thus far applied incorrectly to a plurality of distinct disorders. This will lead in turn to better quality clinical record data, which may in turn spawn yet further revisions in our terminologies. 
Such methods for reasoning with terminology and instance-based data might also, finally, be used for purposes of decision support in the process of diagnosis. One goal of an adequate terminology-based reasoning system, in a world of abundant instance data, is the creation of diagnostic decision support software which will allow a clinician to experiment with alternative term-assignments to given collections of instance data in ways which would allow measurements, on the basis of statistical properties of the term/instance patterns which result, of the greater and lesser likelihood of given diagnoses.

Thus we could imagine software which would allow experimentation with alternative ID and term assignments, for example when it is unclear whether successive clusters of symptoms of a given patient should be counted as manifestations of single or of multiple disorders. 
In the real world, of course, such methods cannot be applied in every case. For example we may not have all the data needed to convince a computer with a given stock of universal terms and associated instance data that a given case meets the requirements for any available diagnosis. The case is then however no different from that which is faced already by the practicing physician, who must decide from case to case how much data to collect (for example how often to take the temperature of a given patient) in order to achieve a succession of better approximations to what then establishes itself as a good diagnosis. He learns how to do this, first, from medical textbooks and education, then through experience and by following guidelines and protocols.

The data he collects is compiled as part of the clinical record for each individual patient. We believe that there are no new questions raised by the referent tracking paradigm concerning the process of data collection – it is merely that, as Ceusters shows [16], it is currently not organized in such a way that it can be made optimally accessible to reasoners. This is because such data is currently not organized into pigeonholes which reflect the structure of the world of clinically relevant universals – this structure is disguised because data is in every case disguised at the instance level because it is conveyed via reference to the individual patient). Some additional information will have to be collected on the referent tracking paradigm – for example information to the effect that this tumor examined today is the same tumor as that which was examined yesterday. But the physician normally has this information at his disposal in any case; it has merely seemed too trivial to collect it for record-keeping purposes. 

Consider what might happen, however, if instances are systematically tracked along the lines described. Suppose, for example, that the length of a patient’s nose is correlated with a certain specific disease, but that this fact is unknown to medical science. Why should anyone start to register the patient nose-length in the way that we do, now, for temperature or blood pressure? The answer is that we do so already. For over the last 20 years many hundreds of thousands of patients have undergone plastic surgery for cosmetic nose corrections. In such cases, the length of the nose is measured. Many of these patients visited other physicians for totally different problems (before, at the same time, or later). Now if, as Ceusters proposes, all physicians were using referent tracking, then it would not be too difficult to correlate these data, just by using brute-force techniques such as cluster analysis, principle component analysis, factor analysis, etc. in order to tease out the correlation in question. This is sometimes how scientific discoveries are done.

Suppose a physician sees something he never saw before, and he coins his own expression to describe a phenomenon which may be hitherto unrecorded. And suppose that a second, or third, physician observes in different patients the same thing. Since it is new for each of them, they will each assign a new general term. Under the existing paradigm, there would then still be no general heading under which their respective observations could be brought together. Under a referent tracking paradigm, however, the data are there, ready to be picked up by somebody else. And if the cases are indeed all cases of a similar disease, then there will be many features of the patients involved which are similar; so that, again, statistical techniques will be in a position to bring such a pattern to the surface.
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